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Organisation

In this talk we will shortly touch upon the following topics:

▶ We start with a short introduction to ML (12)

▶ Time series estimation vs. LSTM - with a focus on estimating risk
measures

▶ portfolio optimization - overview and selected methods

▶ deep pricing: comparison of methods

▶ deep hedging - classical vs ML methods

▶ uncertainty in ML

▶ robust deep hedging



Challenges of Financial Data

▶ With the rise of big data a dramatic increase in availability of data was
seen

▶ Financial data is also available on a large scale, but: extracting
information is much more difficult

▶ Financial data has a low signal-to-noise ratio and typically complex
dependencies

▶ Additionaly, many unstructured data is available, text messages, news, etc.

▶ Financial data may also cease to exist (like option data... )

▶ ... and is often heteroscedastic, not stationary, has regime changes, etc.



Recent developments

▶ In the recent years many banks and fintech started to exploit ML
techniques on financial data (JP Morgan - deep hedging for example)

▶ One may think that machine learning is the future of quantitative finance

▶ Which is why we are here today! Lets understand the core ideas of some
of the latest developments (with a focus on my research expertise)



Why is deep learning so popular ?

▶ Excellent empirical results: for example in games: Alpha Go beats the
world best Go player1.

▶ In computervision we have incredible recognizing features

▶ AlphaFold estimates the protein structure better then all existing methods

▶ Incredibly knowledgeable discussion partner: ChatGPT - but with quite a
lot of caveats. ⇒ Binomial model and risk-neutral pricing

▶ How can this powerful technology applied in Finance?

1Image Source: YouTube/DeepMind.



Overview of ML2

▶ Artificial intelligence is the field where computers solve problems.

▶ It is easy for a computer to solve tasks which can be described formally
(Chess, Tic-Tac-Toe). The challenge is to solve a tasks which are hard to
describe formally (but are easy for humans: walk, drive a car, speak,
recognize people ...)

▶ The solution is to allow computers to learn from experience and to
understand the world by a hierarchy of concepts, each concept defined in
terms of its relation to simpler concepts.

▶ A fixed knowledge-base would be somehow limiting such that we are
interested in such attempts where the systems acquire their own
knowledge, which we call Machine Learning.

▶ Deep Learning solves this problem by introducing hierarchical
representations.

▶ The field is extremely versatile and rich of methods (old and new ones).

2This introduction follows closely Goodfellow et.al. (2016).



Examples of Machine Learning

Some of the most prominent examples:

▶ autonomous driving of vehicles

▶ image recogniction, for example skin cancer recognisation in medicine

▶ automzation tasks in industry

▶ chatGPT, Llama 2, etc.

Lets start with the basic tasks:

▶ Multilayer perceptrons (feed-forward NN)

▶ Gradient-based learning



Multilayer perceptrons

The simplest neural network is a perceptron introduced by Frank Rosenblatt in
1958. It starts with a neuron Y which accepts connections from three other
neurons, x1, x2, x3.

x3

x2

x1

z output (y)

The neuron z is activated,
if the incoming electrical
signals (from x1, x2, x3 are
strong enough.)



This means we have an activation if

w1x1 + w2x2 + w3x3 ≥ c,

or - equivalently -

output =

{
1 −c+

∑3
i=1 wixi ≥ 0

0 otherwise.

One layer and one output neuron

Summarizing, we obtain that the output of the neuron z is given by

h0 = g0(b0 +

3∑
i=1

wixi).

▶ g0 is the activation function.

▶ We see that the layer combines the linear function b0 +w⊤x with the
non-linear activation function g0

▶ This easy structure allows to simply compute gradients (!)

▶ Lets have a look at more ouputs.



x3

x2

x1

z2

z1

z3

output

▶ Now everything gets vectorized (tensorized)
▶ The output of the first (hidden) layer is

h0 = g0(b0 +W0x0) =

 g0,1(b0,1 +W0,1x0)
g0,2(b0,2 +W0,2x0)
g0,3(b0,3 +W0,3x0)

 .

▶ The weights and the activation function control the impact of a signal.
The weights are trained (learning). The activation function is fixed a priori.

▶ For two layers, we obtain

y = g1

(
b1 +W1 g0(b0 +W0x0)

)
.



Activation Functions - Examples

Logistic sigmoid activation function:

glogistic(z) =
1

1 + exp(−z)
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Learning

Learning

▶ We are given some training data D = (xi, yi)i=1,...,N

▶ and a loss function L which maps the weights θ ∈ Θ given the
data D to R.

▶ Our goal: to find the weights which minimizes the loss, ie to solve

min
w

L (D ;w).

A well-known way to solve this problem is gradient descent (steepest descent),
proposed 1847 by Augustin-Louis Cauchy. It follows the Newton-Raphson
approach for finding solutions of non-linear equations.
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This was our short introduction into machine learning.

Questions ?



Risk in Finance

▶ We consider in the following such a portfolio and denote by the stochastic
process

V0, V1, . . . , Vt, . . .

its evolution over time.

▶ If we place ourselves at time t, of course Vt+1 is unknown to us.

▶ We will also often work with the losses itself, which we denote by

Lt+1 = −(Vt+1 − Vt).

By this convention, losses will be positive numbers and profits negative.

We call the distribution of Lt+1 the loss distribution.



Risk Measures

Risk measures
Risk measures attempt to quantify the riskiness of a portfolio. The most
popular risk measures like value-at-risk (VaR) describe the right tail of the loss
distribution of Lt+1 (or the left tail of the P&L).

Denote the distribution function of the loss L := Lt+1 by FL so that
P (L ≤ x) = FL(x).

Let 0 < α < 1. We use

▶ Value at Risk is defined as

VaRα = qα(FL) = F−1
L (α) , (1)

where we use the notation qα(FL) or qα(L) for a quantile of the
distribution of L and F−1

L for the (generalized) inverse of FL.

▶ Provided E(|L|) < ∞ expected shortfall is defined as

ESα =
1

1− α

∫ 1

α

qu(FL)du. (2)



Losses and Profits
Losses and Profits

Profit & Loss Distribution (P&L)
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The normal case

▶ Assume V ∼ N (µ, σ2), such that L ∼ N (−µ, σ2).

▶ Then,

FL(x) = P (L ≤ x) = P (−µ+ σξ ≤ x)

= Φ
(x+ µ

σ

)
.

▶ We compute the value-at-risk at level 1− α′,

V aR1−α′(L) = F−1
L (1− α′) = −µ+ σΦ−1(1− α′) = −(µ+ σΦ−1(α′)).



Now to practice

▶ Assume that the P&L of a portfolio, is normally distributed with mean µ
and variance σ2. Then the value-at-risk at level 1− α′ is given by

VaR1−α′(V ) = −
(
µ+ σΦ−1(α′)

)
.

▶ But in practice, µ and σ are unknown and have to be estimated. In this
regard, let us consider the simplest case: we have an i.i.d. sample
V1, . . . , Vn =: V at hand.

▶ Efficient estimators of µ and σ are at hand:

µ̂n = V̄ , σ̂n = σ̄(V ) =

√√√√ 1

n− 1

n∑
i=1

(Vi − V̄ )2. (3)

▶ Common practice is to use the plug-in estimator

VaRplugin
1−α′ := −

(
µ̂n + σ̂nΦ

−1(α′)
)
.

▶ Can this be efficient?



Motivation from Backtesting

▶ Let us perform a standard backtesting-procedure, i.e. we run several
simulations, estimate the value-at-risk and check if the percentage of
unsufficient capital does not exceed α′ = 5%.

▶ We show estimates of VaR0.95 with the plug-in procedure. The data is
from NASDAQ100 and from a sample from normally distributed random
variable with mean and variance fitted to the NASDAQ data
(”Simulated”, second column), both for 4.000 data points → we would
expect 200 exceedances.

▶ Exceeds reports the number of exceptions in the sample, where the actual
loss exceeded the risk estimate.

Estimator NASDAQ Simulated
exceeds percentage exceeds percentage

Plug-in ˆVaR
plugin

1−α′ 241 0.061 221 0.056



Insights

▶ Insights from our paper Pitera/Schmidt (2019): typical risk estimators are
biased ! We need to modify them in an appropriate way such that they
become unbiased !

▶ This leads to improved results in backtesting and will be the competitor to
a neural network !

Now we want to use neural networks in case with heteroscedasticy.

▶ Our question was how to deal with the GARCH case ? Is the LSTM
suitable for that ?

▶ Our findings will be quite surprising !



Estimating value-at-risk in the presence of heteroscedasticity

▶ Financial time series are often non-stationary, e.g. due to volatility
changes over time.

▶ One approach to capture this are GARCH(p,q)-models{
Xt = σtεt,

σt =
√

ω +
∑p

i=1 αiX2
t−i +

∑q
j=1 βjσ2

t−j

, t ∈ Z, (4)

▶ The (true) conditional VaR for position Y = Xt+1 is given by

VaRα(Y ) = −σtF
−1
ε (α), (5)

where Fε is the distribution of ε (no mean for simplicity).



Unbiased estimation of VaR

▶ Denote the estimator of σ by

σ̂ :=
√

α̂0 +
∑p

i=1 α̂ix2
n+1−i +

∑q
j=1 β̂j σ̂2

n+1−j .

▶ Then the Gaussian GARCH VaR estimator is given by

ˆVaR
garch-n

α (x) := −σ̂
√

n+1
n

t−1
n−1(α). (6)

Note that this is a novel GARCH estimator (introduced in this paper) that
differs from the classical Gaussian GARCH plug-in estimator.

▶ We also introduce the t-Student GARCH VaR estimator given by

ˆVaR
garch-t

α (x) := −σ̂
√

ν̂−2
ν̂

t−1
ν̂ (α). (7)



Risk estimation with LSTM

▶ The estimation with LSTM does not work directly on the data.

▶ This is also not to be expected: estimating the variance is a highly
non-linear procedure and we will need tons of data to learn this task.

▶ We therefore have to enrich the data (data imputation) to linearalize the
problem: we add non-linear data transforms based on the first four central
moments as well as constant sample mean.

Given W i = (Xi, . . . , Xi+n−1), we introduce

W̃ i =




W̄ i

f1(Xi − W̄ i)
f2(Xi − W̄ i)
f3(Xi − W̄ i)
f4(Xi − W̄ i)

 ,


W̄ i

f1(Xi+1 − W̄ i)
f2(Xi+1 − W̄ i)
f3(Xi+1 − W̄ i)
f4(Xi+1 − W̄ i)

 , . . . ,


W̄ i

f1(Xi+n−1 − W̄ i)
f2(Xi+n−1 − W̄ i)
f3(Xi+n−1 − W̄ i)
f4(Xi+n−1 − W̄ i)


 , (8)

where W̄ i = 1
n

∑i+n−1
j=i Xj and the functions fj , j = 1, 2, 3, 4, correspond to

the first four centred Chebyshev polynomials, i.e. f1(x) := x, f2(x) := 2x2 − 1,
f3(x) := 4x3 − 3x, and f4(x) := 8x4 − 8x2 + 1.



Training LSTM

▶ Denote by θ the parameters of the LSTM

▶ We have rolling windows which leads to the sequence of estimators

ρ̂(X|θ) := (ρ̂(X1|θ), . . . , ρ̂(Xm|θ)), (9)

▶ The loss function is based on the mean quantile score (also other measures
are possible of course)

S̄(ρ̂(X|θ)) = 1

m

m∑
i=1

S(−ρ̂(W i|θ), Y i)

=
1

m

m∑
i=1

(α− 1{Y i+ρ̂(W̃ i|θ)≤0}) (Y
i + ρ̂(W̃ i|θ)). (10)



Testing on simulated data

Simulated data

▶ The first goal is to analyse the performance on simulated data

▶ first, we consider the estimation of VaR at level α = 1% with a
learning period equal to n = 250

▶ second, we consider the estimation of VaR at level α = 5% with a
significantly shorter learning period equal to n = 50.

▶ While the first setting could be considered a standard industry
practice for Pillar 1 Market Risk evaluation, the second setting is
tailored to determine how the estimators perform in a small
sample environment. Note that the two settings should have
similar statistical power in the sense that one would expect to
observe on average 2.5 observations that exceed the theoretical
quantile level in both settings (since 250 · 1% = 50 · 5% = 2.5).

▶ The sample size is k = 7,500 corresponding to 30 years of daily
quotes.

▶ The actual backtesting window length is accounting for
approximately 500 (700) backtesting days.



The GARCH parameters

Model
GARCH test specification

ω α1 α2 α3 α4 β1 εt

GARCH(1,1)-n 0.000004 0.17 - - - 0.8 N (0, 1)
GARCH(2,1)-n 0.000004 0.12 0.05 - - 0.8 N (0, 1)
GARCH(3,1)-n 0.000004 0.12 0.10 0.05 - 0.7 N (0, 1)
GARCH(4,1)-n 0.000004 0.12 0.05 0.05 0.05 0.7 N (0, 1)

GARCH(1,1)-t 0.000004 0.17 - - - 0.8 t5(0, 1)
GARCH(2,1)-t 0.000004 0.12 0.05 - - 0.8 t5(0, 1)
GARCH(3,1)-t 0.000004 0.12 0.10 0.05 - 0.7 t5(0, 1)
GARCH(4,1)-t 0.000004 0.12 0.05 0.05 0.05 0.7 t5(0, 1)

Table: The chosen specifications of the simulated GARCH models. Parameters for the
GARCH(1,1)-n model were obtained by fitting them to the S&P500 index in the
period 2016–2021 (for ω, α1, and α2, we obtained 95% parameter confidence
intervals [−0.02, 0.02], [0.00, 0.48], and [0.25, 1.34]). The other specifications were
chosen manually.



Results

Model
ER (in %)

true emp unbiased garch lstm BER

GARCH(1,1)-n 0.96 (0.40) 1.52 (0.66) 1.67 (0.81) 1.11 (0.42) 0.87 (0.42) 46%
GARCH(2,1)-n 1.00 (0.51) 1.57 (0.69) 1.76 (0.89) 1.13 (0.43) 1.16 (0.55) 54%
GARCH(3,1)-n 0.94 (0.49) 1.57 (0.64) 2.08 (1.08) 1.12 (0.49) 0.55 (0.42) 36%
GARCH(4,1)-n 1.05 (0.44) 1.64 (0.82) 1.99 (0.96) 1.27 (0.50) 1.75 (1.25) 37%

GARCH(1,1)-t 1.11 (0.53) 1.45 (0.56) 2.10 (0.75) 1.30 (0.55) 1.02 (0.58) 46%
GARCH(2,1)-t 0.97 (0.44) 1.34 (0.53) 1.95 (0.77) 1.23 (0.48) 1.20 (0.57) 44%
GARCH(3,1)-t 1.03 (0.39) 1.40 (0.61) 2.02 (0.93) 1.32 (0.41) 1.36 (0.81) 39%
GARCH(4,1)-t 0.97 (0.44) 1.49 (0.65) 2.14 (0.94) 1.38 (0.45) 0.91 (0.58) 41%

Table: The exception rate for estimation VaR1% on simulated GARCH data with
estimation window length n = 250 for various estimators (true value-at-risk, empirical,
unbiased, GARCH and LSTM).
Regarding the exception rate recall that a value closest to the true α = 1.00% is best.
Moreover, values smaller than α indicate the conservativeness of the estimator.
Except for the case of GARCH(4,1)-n, the LSTM estimator outperforms all the
classical estimators (empirical, unbiased).



250 days of a GARCH(1,1)-n simulation together with risk estimators for
VaR1% (top) and for VaR5% (bottom) (multiplied with −1). In most cases the
LSTM estimator is very close to the GARCH estimator. Top: the LSTM
estimator is more sensitive to sudden jumps, i.e. it provides more capital
reserve if the P&L volatility increases. Bottom: the LSTM estimator is closer
to true VaR in comparison with the GARCH estimator.



Interpretation

▶ So far, so good. The LSTM is not as good as the best estimator

▶ BUT: It is better than all (!) estimators used in practice !

▶ Now we go for real data



A non-stressed period

Data
ER (in %) S̄ (×10000)

emp u garch-n garch-t lstm emp u garch-n garch-t lstm

BM1OP2 2.00 5.00 3.20 2.80 1.00 5.71 7.68 5.99 5.57 5.22
BM1OP3 2.00 4.00 2.60 2.00 1.60 5.24 6.56 5.41 4.93 4.39
BM1OP4 2.00 3.80 3.00 2.20 2.00 4.13 5.43 4.66 4.14 3.80
BM2OP1 1.60 5.00 3.40 2.60 0.20 5.26 6.66 5.76 5.60 4.64
BM2OP2 2.40 5.20 3.80 2.20 0.80 3.92 5.31 4.89 4.28 3.33
BM2OP3 1.80 3.60 3.00 2.20 2.00 4.29 5.74 5.04 4.12 4.37
BM2OP4 1.20 4.00 2.60 1.60 0.80 3.34 4.08 3.20 2.94 2.78

Bold count 14 0 2 3 14 2 1 0 3 19

Table: Non-stressed period: The exception rate (top) and the mean quantile score
(bottom) for estimation VaR1% on the Fama & French data set with estimation
window length n = 250 for various estimators (empirical, unbiased, GARCH-n,
GARCH-t and LSTM). For the exception rate (ER), values closest to 1% perform best
(marked in bold). As summary statistics we provide the bold count.



The second period is the stressed period from 20.05.1992 to 28.02.2022, which
includes the pandemic crisis, which, in March 2020, triggered a free fall in the
stock markets.

Data
ER (in %) S̄ (×10000)

emp u garch-n garch-t lstm emp u garch-n garch-t lstm

BM1OP2 0.80 1.40 2.00 1.40 2.60 11.14 12.25 8.33 7.91 8.63
BM1OP3 2.20 3.00 1.60 1.40 1.20 10.74 10.76 6.42 6.39 6.11
BM1OP4 2.20 3.80 1.60 1.60 1.00 8.69 9.94 5.06 5.09 4.93
BM2OP1 1.40 1.80 2.40 1.40 1.40 11.10 11.66 7.64 7.27 6.66
BM2OP2 1.60 3.00 2.00 1.80 1.40 8.07 9.00 5.03 5.04 4.65
BM2OP3 0.80 1.60 1.40 0.80 0.80 8.30 8.17 4.54 4.50 5.25
BM2OP4 1.40 2.40 2.40 2.00 1.80 8.82 9.21 5.14 4.73 5.29

Bold count 16 0 4 9 7 0 0 3 10 12

Table: Stressed period: The exception rate (top) and the mean quantile score
(bottom) for estimation VaR1% on the Fama & French data set with estimation
window length n = 250 for various estimators (empirical, unbiased, GARCH-n,
GARCH-t and LSTM). For the exception rate (ER), values closest to 1% perform best
(marked in bold). As summary statistics we provide the bold count. For the mean
quantile score, lowest values perform best.



In summary, the LSTM estimator exhibits very conservative behaviour in the
stressed scenario, quickly picking up the crisis level and requiring high capital
reserves. Still, after the shock period, it quickly reverts to GARCH-type
dynamics that are roughly consistent with the GARCH estimator.



Conclusion

▶ We have seen exciting results on the LSTM as risk estimator

▶ The estimators were evaluated on simulated and market data and, while
on simulated data with GARCH dynamics the GARCH estimators
outperform all other estimators (with LSTM being very close in many
cases), this does not translate to market data.

▶ On real market data the LSTM is more sensitive towards increasing or
decreasing volatility and outperforms all existing estimators in terms of
exception rate and mean quantile score.

▶ The results we have seen represent a promising step towards the efficient
application of machine learning methods for the estimation of risk.



Deep Pricing

▶ Deep pricing is actually one of the simplest applications of deep learning in
Finance

▶ Imaging we have a pricing machine (possibly slow, Monte-Carlo
simulation, high-dimensional, etc.)

▶ We have underlying data (historic data, implied volatilities, ...) at hand

▶ The pricing machine produces prices from the input. This is a function
and, hence, can be learned (thanks, universal approximation theorem)



2: Random generation of Heston models



▶ We therefore obtain a family of simulations of which every simulation is a
Heston model

▶ Of course we stay in the same model class and therefore are prone to
model risk

▶ The next step is to generate a big data set where we can train our network
on

▶ We randomly select parameters and generate implied volatility surfaces

▶ We have practiced this on a sample with 20.000 data points

▶ (This of course takes quite some time)



▶ Min losses - epoch 197 and val loss: 0.0005338630815967917, training
loss: 0.0004763104596640915

▶ Our best shot was in epoch 197 ! An excellent accuracy on the training set



On the test set

▶ and achieve still excellent values on the test data set (0.001 vs 0.0005)

▶ The model is readily trainend and can be used for pricing



Robust deep hedging - motivation

▶ Affine processes have been considered in many variants (in particular in
insurance markets)

▶ In applications, the parameters of those processes have to be estimated,
thus leading to a certain amount of model risk

▶ What can be done to incorporate this model risk into our models ?

▶ How should it be incorporated in a general (but not too restrictive) way ?



Philosphical aspects

Uncertainty can be motivated in a number of situations:

1. Statistics: We have some past data and are able to estimate the
parameters. But the estimation is not perfect and still carries uncertainty
→ (confidence intervals, Bayesian Statistics)

2. We have no idea about the distribution of the future evolution of X,
except some rough guesses about intervals of parameters

3. We believe that the future evolution is close to the observed evolution, but
not exactly like it.

Where do we place ourselves? Certainly, this depends on the task we want to
achieve!

1. While in insurance we often have a large sample of independent data,
stationarity might be questioned (both in life insurance and non-life
insurance), at least if we consider a longer time horizon (longevity,
dynamic mortality tables, etc)!

2. In any case, if statistical errors (confidence bounds) shall be incorporated
in a dynamic framework, Markov processes are a useful tool.



Affine processes - what you need to know
▶ In one dimensions an affine process X solves

dXt = (b0 + b1Xt)dt+
√

a0 + a1Xt dWt, X0 = x. (11)

where the parameter vector θ := (b0, b1, a0, a1)⊤ satisfies certain
admissibility conditions and W is a standard Brownian motion.

▶ Most prominent examples:

dXt = κ(θ −Xt)dt+ σ dWt, (Vasiček)

dXt = κ(θ −Xt)dt+ σ
√
Xt dWt, (CIR)

▶ For interest rate markets and credit risk they constitute the standard
examples

The concept of uncertainty goes back to the influental work of Frank Knight
(1921): ”Risk, uncertainty and profit.”

▶ We try to skip the details here ... (as good as possible)

▶ Assume there is additional information on bounds on the parameter vector
θ, denoted by

bi, b̄i, ai, āi

leading to
Θ = [b0, b̄0]× [b1, b̄1]× [a0, ā0]× [a1, ā1]. (12)



dXt = (b0 + b1Xt)dt+
√

a0 + a1Xt dWt, X0 = x. (13)

▶ Think of the discretization

Xt −Xt−1 = (b0 + b1Xt−1) +
√

a0 + a1Xt−1∆Wt,

▶ In each time step we thinkg of bi ∈ [bi, bi] and similar for ai

▶ We will later use this possibility to simulate from a class of processes
under model uncertainty .

▶ As an explicit example we obtain a non-linear Vasiček-CIR model (interst
rates)



▶ A derivative is given by its payoff ΦT (which also could be
path-dependent)

▶ Our aim is to determine hedging strategies (ht)0≤t≤T and cash positions
d ∈ R such that the quadratic error is minimized

min
(ht)0≤t≤T ,d∈R

EP

[(
d+

∫ T

0

ht dXt − ΦT

)2
]

(14)

for all P ∈ A(0, x0,Θ).

▶ This formulation is a consequence of the considered model ambiguity,
under which every measure from A(0, x0,Θ) is taken into account.



Numerical Experiments

▶ To gather some experience we provide a number of numerical experiments
in the paper.

▶ Consider a nonlinear generalized affine process with parameters specified
through

x0 = 10

a0 ∈ [0.3, 0.7], a1 ∈ [0.4, 0.6],

b0 ∈ [−0.2, 0.2], b1 ∈ [−0.1, 0.1],

γ ∈ [0.5, 1.5].

(15)



▶ Hedging of an at-the-money call option.

▶ left: The optimal hedge for fixed parameters a0 = 0.5, a1 = 0.5, b0 = 0,
b1 = 0, γ = 1 evaluated on 50, 000 paths.

▶ right: The robust deep hedge evaluated on 50, 000 paths.



▶ Left: The maximum-likelihood-estimated parameters of a generalized
affine process when assuming the stock of Apple Inc. is modelled through a
generalized affine process. The estimations are performed every 100 days
for a lookback window of 250 days.

▶ Middle: The maximum-likelihood-estimated parameters of all considered
20 constituents of the S&P 500.

▶ Right: The normalized (to initial value 100) evolution of the considered 20
constituents of the S&P 500-index in the considered time period from 09
March 2020 until 21 April 2020.



Parameters fixed robust a0 fixed a1 fixed b0 fixed b1 fixed γ fixed Black–Scholes

mean 2.1328 1.6657 1.7426 1.7091 1.6632 1.5820 1.5742 3.2860
std. dev. 2.3723 1.5512 2.2838 1.6384 1.3461 1.2306 2.3638 2.3752
min. 0.0975 0.1493 0.0084 0.1194 0.3532 0.1160 0.0261 0.0247
max. 8.6534 6.4227 9.9224 6.5793 5.8297 4.9860 9.3054 9.7704

▶ Absolute values of hedging errors (in %) for an Asian at-the money put

option
(
x0 − 1

30

∑30
t=1 Xt

)+
of trained hedging strategies of the

considered 20 constituents.

▶ Each column represents another trained strategy which considers either
fixed parameters (from the most recent maximum-likelihood estimation),
robust parameter intervals (determined by the most extreme
maximum-likelihood estimations), or robust intervals except for a single
parameter which is still fixed.

▶ The rightmost column shows the hedging error when assuming an
underlying Black–Scholes model.



▶ Summarizing, the change to uncertainty might seem like a small step, but
it is a change in paradigm:

▶ Completely different techniques have to be used

▶ Where do we get the uncertainty intervals from ? A still open question.

▶ We showed that recent deep hedging techniques can be applied in this
setting as well and outperform classical strategies on some data examples.



Many thanks !
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