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Statistics



Statistics

It is not an exaggeration to claim that in today’s world an ever increasing amount of
data of all kinds is being collected. Organizing these data and drawing conclusions
from them is the task of statistics.
These tasks are typically divided into two areas. Descriptive statistics is concerned
purely with describing data, for example by choosing suitable statistics that summarize
the data. This is different from the inferential or inductive statistics treated here.
The goal is to use stochastic models to make statements about which assumptions
might underlie the observed data.





Example

A coin is tossed 100 times. The probability of heads (which we shall regard as a
success) is unknown. Out of the 100 tosses, we observe heads 59 times.
Our statistical considerations are based on the idea that the 100 coin tosses represent
the realization of a random variable X = (X1, . . . , X100), where the individual
random variables X1, . . . , X100 are independent and identically distributed with

Xi =

{
1, if the i-th toss results in heads,

0, otherwise.

We have
P [Xi = 1] = p.

Then X1 + · · ·+Xn is the number of heads. As the sum of n independent
Bernoulli-distributed random variables, this sum follows a B(n = 100, p) distribution.
It is important to note that while n = 100 is fixed (since we know we tossed the coin
100 times), the parameter p is unknown.



In this situation there are two statistical problems.

▶ Estimation problem: We attempt to estimate the parameter p. To this end, we
derive a value p̂ from the data (59 successes out of 100 trials), called a point
estimator. Alternatively, one may specify an interval [a, b] in which the true
parameter p lies with high probability (an interval estimator).

▶ Testing problem: Suppose the person tossing the coin claims that the coin is fair,
i.e. that p = 1

2
. We may be skeptical of this claim, since 59 out of 100 tosses

resulted in heads. We can attempt to test the hypothesis p = 1
2
, that is,

investigate how well the hypothesis is compatible with the observed data.



Definition
Let E and Θ be sets. A statistical model is a pair (X, (Pθ)θ∈Θ), where X is a
random variable with state space E and (Pθ)θ∈Θ is a family of probability measures.
The set Θ is called the parameter space, and E the sample space. A random variable
T (X) with T : E → Θ′ for some set Θ′ is called a statistic.

Thus, X is the vector of observed data, and a statistic is a function of the data taking
values in the parameter space. In the case where X admits a density, this means that
for each θ ∈ Θ a density fθ exists. Typically, we consider point estimators, for which
Θ′ = Θ. For interval estimators, Θ′ is the set of intervals contained in Θ.



Definition
Let E and Θ be sets. A statistical model is a pair (X, (Pθ)θ∈Θ), where X is a
random variable with state space E and (Pθ)θ∈Θ is a family of probability measures.
The set Θ is called the parameter space, and E the sample space. A random variable
T (X) with T : E → Θ′ for some set Θ′ is called a statistic.

Example (Probability of success in coin tossing)

In Example 3, X is simply the number of successes and Pθ := B(n = 100, θ).



Estimation problems

An estimation problem aims to find the best possible estimator. Often, we are not
directly interested in θ itself, but rather in a function q(θ). Of particular importance is
the definition of what is meant by a good estimator.



Definition
We consider a statistical model (X, (Pθ)θ∈Θ) and a function q : Θ → Θ.

1. A point estimator is a statistic T : E → Θ. The point estimator T (X) is called
unbiased for q(θ) if

Eθ[T (X)] = q(θ)

for all θ ∈ Θ.

2. If X is discrete for all θ ∈ Θ, then

L(θ, x) := Pθ[X = x]

is called the likelihood function.

3. If X is continuous for all θ ∈ Θ with density fθ, then

L(θ, x) := fθ(x)

is called the likelihood function.



Definition
If an estimator θ̂ML satisfies

L(x, θ̂ML(x)) ≥ L(x, θ(x)), x ∈ E

for all point estimators θ, then θ̂ML is called a maximum likelihood estimator of θ.

Let X be discrete and X = x. A maximum likelihood estimator is a parameter θ for
which the probability of observing the data X = x — that is, Pθ[X = x] — is
maximal.



Definition
Let ((Pn

θ )θ∈Θ)n=1,2,... be a sequence of statistical models with observations (Xn),
and let T := (T1, T2, . . . ) be a sequence of estimators for q(θ). The sequence T is
called consistent if

Pn
θ

[
|Tn(X

n)− q(θ)| ≥ ε
] n→∞−−−−→ 0

for all ε > 0 and θ ∈ Θ.



Coin tossing

▶ In the situation of Example ??, we have E = {0, . . . , 100} and X is the number
of successes in n = 100 trials. Thus Pθ = B(n = 100, θ) with θ ∈ Θ = [0, 1].

▶ Choosing T (x) = x/n = x/100, the estimator θ̂ := T (X) estimates the unknown
parameter θ. If heads is observed 59 times, then

θ̂ =
1

n
(X1 + · · ·+Xn) =

59

100
= 0.59.

▶ Since θ̂ depends on the data, the estimator is random.

▶ Under which conditions is the estimator θ̂ good?



▶ Suppose we knew the true parameter p. Then θ̂ performs as desired at least on
average1:

Eθ[θ̂] =
1

n
Eθ[X1 + · · ·+Xn] = θ.

We also say that θ̂ is unbiased.

▶ By the weak law of large numbers,

Pθ

[
|θ̂ − θ| ≥ ε

] n→∞−−−−→ 0

for all ε > 0. Hence, the estimator is consistent.

1We write Eθ for expectation under the measure Pθ .



Likelihood

Under Pθ, X follows a B(n = 100, θ) distribution, so

L(X, θ) =
(n

X

)
θX(1− θ)n−X

is the likelihood function; see also Figure 1.



p

L
(a

,p
)

0.0 0.2
23
53 0.6 0.8 1.0

0.
00

0.
05

0.
10

0.
15

Figure: The likelihood function for coin tossing with X = 23.



Maximization

▶ We now determine the maximum. How?

▶ Transformation: consider logL(x, θ).

▶ We compute
∂ logL(x, θ)

∂θ
=

x

θ
−

n− x

1− θ
.

▶ At the maximum θ̂ML, this derivative must be zero, hence

θ̂ML =
X

n

is a maximum likelihood estimator for θ.

▶ Since the likelihood has a unique maximum, this estimator is unique.
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Definition
Let X = (X1, . . . , Xn) be a vector of random variables. Then

X̄ :=
1

n
(X1 + · · ·+Xn)

is called the mean of X, and

s2(X) :=
1

n− 1

n∑
i=1

(Xi − X̄)2

the sample variance of X.



Theorem
Let (Pθ)θ∈Θ be a statistical model such that X1, . . . , Xn are identically distributed
under all Pθ and µθ := Eθ[X1] < ∞.

(i) The arithmetic mean X̄ is an unbiased estimator of µθ. If additionally
X1, . . . , Xn are independent under all Pθ with finite variance, then X̄ is also
consistent.

(ii) Let n ≥ 2 and suppose X1, . . . , Xn are pairwise uncorrelated and identically
distributed with σ2

θ := Varθ[X1] < ∞. Then the empirical variance s2(X) is an
unbiased estimator of σ2

θ .
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